Manual MATLAB code for co-occurrence analysis

Reference paper: "Co-occurrence analysis of insertional mutagenesis data reveals cooperating oncogenes", de Ridder, et al.

Requirements
These procedures require a version of MATLAB (version 2006a or above) with the Optimization toolbox. The folder 'cooccurrence', including its subdirectories 'Data' and 'Fcn' needs to be on the MATLAB search path.  All file paths are specified for Unix based systems (Linux, Mac OS/X).
Preprocessing - Building the co-occurrence space

The input data, coming from RTCGD mm8, is stored in RTCGD_mm8_RV010307.txt. Data is preprocessed in the script cpre.m. It also determines the individual Insertion Co-occurrences (ICs), which are stored in a variable C. The command plot(C(:,1),C(:,2),'.') shows one half of the co-occurrence space:
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	cpre

	Input files
	

	chrom_l.mat
	Chromosome lengths

	RTCGD_mm8_RV010307.txt
	RTCGD data file

	Output files
	

	cooc_mm8.mat
	Contains the co-occurring insertions shown in the figure above


Applying the Kernel Convolution

The Kernel Convolution is performed by the function parzen2Dpeak.m. This function only evaluates the kernel convolution for the points necessary to detect the local optima (peaks). Accordingly, it only returns the peaks.  

	[peak_pos, peak_height, no_unity_peaks] = parzen2Dpeak(in,h,options,binsize)

	Inputs
	

	in
	2D input data (ICs). From the variable C, these can be obtained by the command: 

in = [C; [C(:,2) C(:,1)]];

	h
	scale parameter, width of the kernel function.

	options
	options struct used for optimizer.  The setting used in the paper is:

options = optimset('tolfun',1e-20, 'tolx', 1, 'largescale', 'on', 'gradobj', 'on', 'Display', 'off');

	binsize
	Defined in multiples of the kernel width. This is used to split the co-occurrence space in (overlapping) regions for computational efficiency.

	Outputs
	

	peak_pos
	positions of the peaks higher than one

	peak_height
	Height of the peaks

	no_unity_peaks
	Number of isolated peaks. These have height one, by definition


By the following command the figure below is generated:

[ICpeaks,ph,nup] = parzen2Dpeak(in,300000,options,5);

plot(in(:,1),in(:,2),'.'); hold on;
plot(ICpeaks(:,1),ICpeaks(:,2),'.r'); axis tight
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Significance estimate by permutation

To establish significance of the height of the peaks, a null-distribution is computed using a permutation approach. This is a very computational and memory intensive process. For this reason the permutation is split into small parts that can be combined later. Also, it is possible to have different CPUs compute different parts of the permutation, which is useful in case parallel computing facilities are available. This is however not required. 

The main function performing the permutation is: null_perm.m. This function runs a predefined number of permutations and for every 500 permutations saves the results to a file: permres_i_j, where i is the thread number (useful in case parallel jobs are started), and j is the file number. 

	null_perm(insertion_matrix, thread)

	Inputs
	

	insertion_matrix
	Insertions in a convenient format. Generated by the cpre.m script

	thread
	Integer specifying the thread. This is convenient when using parallel computing facilities.

	Main Parameters (hardcoded within function)
	

	P
	Number of permutations for this thread, 

Value used: 10000

	G
	Total genome length (sum of the lengths of the chromosomes), Value used: 2.56e9

	H
	Scale parameters for which the permutation is computed. 

Values used: logspace(log(10000)/log(10), log(500000)/log(10), 8);

	binsize
	Used to split up the co-occurrence space for computational efficiency. Values are not critical. 

Values used: binsize = round(1500000 ./H);

	options
	options struct used for optimizer.  The setting used in the paper is:

options = optimset('tolfun',1e-20, 'tolx', 1, 'largescale', 'on', 'gradobj', 'on', 'Display', 'off');

	Output files
	

	permres_final_i_j
	Outputs one file for every 500 permutations, i is the thread number (useful in case parallel jobs are started), and j is the file number


The function null_perm generates 20 files per thread (for P = 10000). These need to be combined and a distribution of peak heights needs to be constructed. This is done in the script build_null_parts.m.

	build_null_parts

	Main Parameters (hardcoded within script)
	

	noH
	Number of scale parameters used. Should be equal to the number of elements in H.

Value used: 8

	Output files
	

	null_mm8.mat
	The script saves a file containing the CDFs of the null distributions for all scale parameters: xCDF, yCDF


Finding cross scale CCIs

To determine the cross scale CCIs (csCCISs) the parzen2Dpeak function needs to be applied for a range of scales (100 values of the scale parameter are used). In addition, a significance threshold for the peak height needs to be determined for each of the scale parameter values. Since the permutation is very time consuming, the threshold levels from a subset of the 100 scale parameter values are interpolated. With these results CCIs can be determined for each of the 100 values of scale parameter. Finally it is determined which CCIs belong to the same csCCI by performing a clustering.

The above procedure is applied in the scale_cluster.m script. The following parameters are important:

	scale_cluster

	Input files
	

	null_mm8.mat
	Precomputed null distributions for a range of scales

	chrom_l_36.mat
	Chromosome lengths for Ensembl build 36

	cooc_mm8.mat
	Preprocessed co-occurrences

	Main Parameters (hardcoded within script)
	

	perform_kernel_conv
	If set to true, the script will perform the kernel convolution for the scales in H and the interpolated scales. This takes quite some time. If set to false, the script tries to load previously obtained results

	H
	Scale parameters for which the permutation is computed. 

Value used: logspace(log(10000)/log(10), log(500000)/log(10), 8);

	binsize
	Used to split up the co-occurrence space for computational efficiency. Values are not critical. 

Values used: binsize = round(1500000 ./H);

	options
	options struct used for optimizer.  The setting used in the paper is:

options = optimset('tolfun',1e-20, 'tolx', 1, 'largescale', 'on', 'gradobj', 'on', 'Display', 'off');

	alpha_level
	alpha level used for significance thresholding

	Output file
	

	csCCI.mat
	Output file that contains the following parameters needed for plotting cross scale CISs: PH_I,  scale_I, cI, flatC_I, interp_threshold, peaks, ph, nup


Finding CCIs at a single scale
It is also possible to compute CCIs for a single scale. The function CCI_detect applies the significance threshold to the peaks to find the CCIs at one particular scale. 

	[CCIs,CCI_ph] = CCI_detect(ICpeaks, ph, nup, xcdf, ycdf, alpha_level) 

	Input
	

	ICpeaks
	Peak positions as generated by parzen2Dpeak

	ph
	Peak heights as generated by parzen2Dpeak

	nup
	Number of unity peaks as generated by parzen2Dpeak

	xcdf
	xCDF, contained in null_mm8.mat file for one scale parameter

	ycdf
	yCDF, contained in null_mm8.mat file for one scale parameter

	alpha_level
	alpha level used for significance thresholding

	Output
	

	CCIs
	Positions of the CCIs

	CCI_ph
	Peak height at CCI positions


Plotting the results

2D plot
To plot csCCIs, the plot2D_cross_scale.m script can be used. The script does not use the interpolated scales, but rather thresholds for the scales for which actual permutations were performed. The important parameters are:  

	plot2D_cross_scale 

	Input files
	

	cooc_mm8.mat
	Preprocessed co-occurrences

	chrom_l_36.mat
	Chromosome lengths for Ensembl build 36

	csCCI.mat
	CCIs for all scales including clustering information, output by scale_cluster

	Output
	Figure


3D scale space plot
To build the 3D scale space diagrams from the paper, for every scale the intersection with the significance threshold needs to be determined. This is done in the script: threshold_intersect_contour.m. Its important parameters are listed below:

	threshold_intersect_contour

	Input files
	

	csCCI.mat
	Output of the scale_cluster.m script.

	cooc_mm8.mat
	Preprocessed co-occurrences

	Output file
	

	P_total.mat
	Cell array containing, for all csCCIs, a sampling of the position with the threshold for all the scales for which the csCCI is significant. 


Now that for all csCCIs the plotting data is precomputed, we can plot with the script pathCCI.m:

	pathCCI

	Input files
	

	csCCI.mat
	Output of the scale_cluster.m script.

	P_total.mat
	Output file of the threshold_intersect_contour script

	genes.mat
	Gene annotation file. Contains 10 columns for each gene: Ensembl ID, Chromosome, Start, Stop, Strand, and 5 synonyms for the gene.

	cooc_mm8.mat
	Preprocessed co-occurrences

	chrom_l_36.mat
	Chromosome lengths for Ensembl build 36

	Output
	Figure


Chi-square ranking

For the following functions, an alternative exists that also implements the chi-square ranking discussed in the paper.
In addition to what was done in scale_cluster, the scale_cluster_chi script also computes p-values for the chi-square table test, as described in the paper. 

	scale_cluster_chi

	Input files
	

	null_mm8.mat
	Precomputed null distributions for a range of scales

	chrom_l_36.mat
	Chromosome lengths for Ensembl build 36

	cooc_mm8.mat
	Preprocessed co-occurrences

	Main Parameters (hardcoded within script)
	

	perform_kernel_conv
	If set to true, the script will perform the kernel convolution for the scales in H and the interpolated scales. This takes quite some time. If set to false, the script tries to load previously obtained results

	H
	Scale parameters for which the permutation is computed. 

Value used: logspace(log(10000)/log(10), log(500000)/log(10), 8);

	binsize
	Used to split up the co-occurrence space for computational efficiency. Values are not critical. 

Values used: binsize = round(1500000 ./H);

	options
	options struct used for optimizer.  The setting used in the paper is:

options = optimset('tolfun',1e-20, 'tolx', 1, 'largescale', 'on', 'gradobj', 'on', 'Display', 'off');

	alpha_level
	alpha level used for significance thresholding

	Output file
	

	csCCI_chi.mat
	Output file that contains the following parameters needed for plotting cross scale CISs: PH_I,  scale_I, cI, flatC_I, interp_threshold, peaks, ph, nup, Pval_I


The extra variable that is computed in scale_cluster_chi, that is, Pval_I can be used to filter out or rank the csCCIs differently. For the 2D plot this is implemented in the plot2D_cross_scale_chi script.

	plot2D_cross_scale_chi

	Input files
	

	cooc_mm8.mat
	Preprocessed co-occurrences

	chrom_l_36.mat
	Chromosome lengths for Ensembl build 36

	csCCI_chi.mat
	CCIs for all scales including clustering information, and chi-square information, output by scale_cluster_chi

	Output
	Figure


The pathCCI_chi script filters out the csCCIs that do not reach the additional significance threshold on the p-value for the chi-square test. 
	pathCCI_chi

	Input files
	

	csCCI_chi.mat
	CCIs for all scales including clustering information, and chi-square information, output by scale_cluster_chi

	P_total.mat
	Output file of the threshold_intersect_contour script

	genes.mat
	Gene annotation file. Contains 10 columns for each gene: Ensembl ID, Chromosome, Start, Stop, Strand, and 5 synonyms for the gene.

	cooc_mm8.mat
	Preprocessed co-occurrences

	chrom_l_36.mat
	Chromosome lengths for Ensembl build 36

	Output
	Figure








